
Benchmark of AMD Ryzen 9 7950X and NVIDIA RTX 4090 
This is a report of benchmarks we ran on a desktop equipped with AMD Ryzen 9 7950X and
NVIDIA RTX 4090. Most of the benchmarks were run using the Phoronix Test Suite 10.8.4.
The complete PC specifications can be found below. 

The specifications of this computer are: 
 CPU - AMD Ryzen 9 7950X 4.5GHz 16-core with “performance” scaling governor
 CPU Cooler – Arctic Liquid Freezer II 420
 Motherboard – Asrock x670E PG Lightning with BIOS 1.11
 SSD – Seagate Firecuda 530 SSD 1TB M.2 NVMe
 HDD – Seagate Ironwolf 8TB
 GPU – Manli  GeForce RTX 4090 24GB Gallardo with  CUDA 12.0.1  and NVIDIA

Drivers 525.85.12
 PSU – Corsair HX Series HX1200
 RAM – Kingston Fury Beast 64GB DDR5 4800MHz
 Software – Ubuntu 22.04.02 LTS with Linux kernel 6.2.0



CPU Benchmarks

oneDNN 3.0

This is a test of the Intel oneDNN as an Intel-optimized library for Deep Neural Networks and
making use of its built-in benchdnn functionality. The result is the total perf time reported.
Intel oneDNN was formerly known as DNNL (Deep Neural Network Library) and MKL-DNN
before being rebranded as part of the Intel oneAPI toolkit.

Settings:
 Harness: Recurrent Neural Network Training
 Data Type: bf16bf16bf16
 Engine: CPU

Benchmark Results

Comparison of 173 OpenBenchmarking.org samples since 20 December; median result:
2284 ms. Box plot of samples:
    [                         |--------------------*-------#####*####*#*#*-*|  ]
                                       This Result (82nd Percentile): 1179 ^
                              Core i7-10700T: 6870 ^  Ryzen 9 7900: 1657 ^
                                                  Core i9-13900K: 2140 ^
                                            Threadripper 3960X: 2688 ^
                                           Ryzen 7 3800XT: 3749 ^

Scores are very similar  on 3 different  Linux kernel  versions tested:  5.15, 5.19 and 6.2.0
(shown).
The only difference is that with kernel 5.15 the CPU freq can be overclocked at the maximum
hardware-allowed value at all times (5.88GHz), while on the other two the scaling governor
maintains it at 4.5GHz.
Nonetheless,  in  the  3  cases,  when  the  benchmark  starts  running,  the  freq  values  are
sustained around 5-5.2GHz, thus the very similar test scores.

The final  score  (1178  ms  taken  to  run  the  benchmark)  is  slightly  worse  than  the  value
reported on the website for the same CPU and test settings: 1136 ms.

https://openbenchmarking.org/test/pts/onednn&eval=0ca86c3cb36eef7d280843f9e2cd6ebe3990441d#metrics


TensorFlow 2.0

This  is  a  benchmark of  the TensorFlow deep learning  framework using  the  TensorFlow
reference benchmarks (tensorflow/benchmarks with tf_cnn_benchmarks.py). Note with the
Phoronix Test Suite there is also pts/tensorflow-lite for benchmarking the TensorFlow Lite
binaries too.

Settings:
 Batch Size: 16
 Model: ResNet-50

Benchmark Results

Comparison of 250 OpenBenchmarking.org samples since 7 October; median result: 20.46 images/sec. Box plot of
samples:
    [      |----*----##############!##########*######*######*##*###-*-------------------*-------*-*|        *]
                          This Result (70th Percentile): 39.09 ^
                ^ AMD Ryzen 9 5900HX: 7.61 AMD Ryzen 9 7950X: 42.44 ^      Intel Xeon Platinum 8490H: 68.48 ^
                                    AMD Ryzen 9 7900: 36.92 ^     Intel Xeon Platinum 8380: 62.13 ^
                             AMD Ryzen 7 7700: 32.34 ^     2 x Intel Xeon Platinum 8490H: 60.34 ^
                      AMD Ryzen 5 7600: 27.45 ^     2 x Intel Xeon Platinum 8362: 55.29 ^

Settings:
 Batch Size: 256
 Model: ResNet-50

Benchmark Results

Comparison of 133 OpenBenchmarking.org samples since 8 October to 11 January; median
result: 39.8 images/sec. Box plot of samples:
    [     |----##*#*##*#!*#*#################----------------------------------|*]
                         ^ This Result (51st Percentile): 40.88
                           ^ AMD Ryzen 9 7950X: 44.49        AMD EPYC 9654: 148 ^
                      ^ Intel Core i9-13900K: 34.65
                   ^ Intel Core i9-12900K: 29.19
                 ^ Intel Core i5-13600K: 25.57



numpy 1.2.1

This is a test to obtain the general Numpy performance. NumPy is the fundamental package
for scientific computing in Python. It is a Python library that provides a multidimensional array
object, various derived objects (such as masked arrays and matrices), and an assortment of
routines for fast operations on arrays, including mathematical, logical, shape manipulation,
sorting,  selecting,  I/O,  discrete  Fourier  transforms,  basic  linear  algebra,  basic  statistical
operations, random simulation and much more.

Settings: Default

Benchmark Results

Comparison of 2,542 OpenBenchmarking.org samples since 26 February 2011; median
result: 348 Score. Box plot of samples:
    [   |--------------------#####!########*--------*-*--*---*|                 *]
                                                               This Result: 874 ^
                 Intel Core i9-9900KS: 447 ^   Apple M2: 656 ^
                                           Apple M1: 608 ^
                                    Apple M1 Pro: 576 ^
                             AMD Ryzen 9 5950X: 554 ^

The publicly available result score for our processor is 921, which is quite different from what
we got, although the reported standard error for that value is +-61.



scikit-learn 1.2.0

Scikit-learn  is  an  open  source  machine  learning  library  that  supports  supervised  and
unsupervised learning. It also provides various tools for model fitting, data preprocessing,
model selection, model evaluation, and many other utilities.This is a test to obtain the general
Numpy performance. NumPy is the fundamental package for scientific computing in Python.
It is a Python library that provides a multidimensional array object, various derived objects
(such as masked arrays and matrices), and an assortment of routines for fast operations on
arrays, including mathematical, logical, shape manipulation, sorting, selecting, I/O, discrete
Fourier transforms, basic linear algebra, basic statistical operations, random simulation and
much more.

Settings: 
 Benchmark: TSNE MNIST Dataset

Benchmark Results

Comparison of 115 OpenBenchmarking.org samples since 20 November; median result:
36.19 Seconds. Box plot of samples:
    [ |-------------------*----------------------#######*###!#*#*-*---|*       ]
                                 This Result (97th Percentile): 18.193 ^
                          ^ Apple M2: 105   Ryzen 9 5900HX: 27.07 ^
                                      Threadripper 3970X: 31.23 ^
                                        Core i7-1165G7: 36.03 ^
                                  Core i9-13900K: 47.56 ^

The publicly available result score for our processor is 19+-2, which means that we have
performed even better.



GPU Benchmarks

unigine-super 1.0.8

This test calculates the average frame-rate within the Superposition demo for the Unigine
engine, released in 2017. This engine is extremely demanding on the system's graphics card.
The  Superposition  benchmark  of  the  Unigine  family  is  the  latest  updated  one  and  was
chosen to test one of the latest GPU cards in the market.

Settings: 
 Resolution: 2560 x 1080
 Mode: Fullscreen
 Quality: Ultra
 Renderer: OpenGL

Benchmark Results

The publicly available result score for our GPU is 70,4, which means that we have greatly
outperformed.



blender 3.4

Blender  is  an  open-source  3D  creation  and  modeling  software  project.  This  test  is  of
Blender's Cycles performance with various sample files. GPU computing via NVIDIA OptiX
and NVIDIA CUDA is currently supported as well as HIP for AMD Radeon GPUs and Intel
oneAPI for Intel Graphics.

Settings: 
 Blend File: BMW27
 Compute: CPU-Only

Benchmark Results

The publicly available result score for our setup is 53+-, which means that we got a good
performance.

Settings: 
 Blend File: BMW27
 Compute: NVIDIA CUDA

Benchmark Results

Comparison of 211 OpenBenchmarking.org samples since 12 December; median result:
18.38 Seconds. Box plot of samples:
    [               |--------------------------------*----------###*#*#*-*-|*  ]
                                        This Result (96th Percentile): 5.49 ^
                               GTX 1660 SUPER: 39.14 ^   RTX 3090: 10.15 ^
                                                      RTX A5000: 13.87 ^
                                                  RTX 3070 Ti: 15.73 ^
                                             RTX 2080 SUPER: 19.32 ^

There are no publicly available results for our GPU, but we can compare to similar versions:



Settings: 
 Blend File: BMW27
 Compute: NVIDIA OptiX

Benchmark Results

Comparison of 173 OpenBenchmarking.org samples since 12 December; median result:
9.82 Seconds. Box plot of samples:
    [                                                |-*-----------------#*!*|*]
                                          This Result (98th Percentile): 3.39 ^
                                                          RTX 3070 Ti: 8.12 ^
                                                          RTX 2080: 12.26 ^
                                       GTX 1080: 55.84 ^

The reported public result for the same GPU is 3 seconds (without standard error), so the
performance is within the expected.

namd-cuda 1.1

NAMD is a parallel molecular dynamics code designed for high-performance simulation of
large biomolecular systems. NAMD was developed by the Theoretical and Computational
Biophysics Group in the Beckman Institute for Advanced Science and Technology at  the
University of Illinois at Urbana-Champaign. This version of the NAMD test profile uses CUDA
GPU acceleration.

Benchmark Results

Comparison of 485 OpenBenchmarking.org samples since 28 August 2020; median
result: 0.18 days/ns. Box plot of samples:
    [                             |--------------*-------------*---####*#*-*|* ]
                                      This Result (97th Percentile): 0.07352 ^
                          eVGA  GTX 950: 0.68751 ^       RTX 3090: 0.11839 ^
                                                 RTX 2070 SUPER: 0.14594 ^
                                                     GTX 1080: 0.19607 ^
                                    ASUS  GTX 1080 Ti: 0.38178 ^

The reported result for our GPU is 0.06811, which means that we are overperforming it.


