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We benchmarked the performance scaling of a 120000-particle system on the compute 
partition (thin nodes; see the official HPC @ GRNET documentation for details on the 
work nodes) of the ARIS supercomputer. We also summarise the key information of the 
system in table 1 below. 

Table 1: Summary of the architectural details for the work nodes (compute partition, thin nodes) of the 
ARIS supercomputer 

THIN NODES TECHNICAL INFORMATION 
ARCHITECTURE x86-64 

SYSTEM IBM NeXtScale nx360 M4 
TOTAL NUMBER OF NODES 426 
TOTAL NUMBER OF CORES 8520 
TOTAL AMOUNT OF RAM [TBYTE] 27 
TOTAL LINPACK PERFORMANCE [TFLOP/S] 180 
PROCESSOR TYPE Ivy Bridge - Intel Xeon E5-2680v2 
NOMINAL FREQUENCY [GHZ] 2.8 
PROCESSORS PER NODE 2 
CORES PER PROCESSOR 10 
CORES PER NODE 20 
HYPERTHREADING OFF 
MEMORY PER NODE [GBYTE] 64 

 

We benchmarked the performance using a 120000-particle system based on the Martini 
3 force field. The system consisted of a 30 * 30 * 15 nm (X * Y * Z) solvated DOPS:DOPC 
lipid bilayer (80:20 % mol.), which corresponds to an all-atom system of approximately 
470000 heavy atoms. 

  

https://doc.aris.grnet.gr/system/hardware/#thin-nodes
https://www.hpc.grnet.gr/en/hardware-2/#hardware-overview
https://doc.aris.grnet.gr/figs/lstopo.node.png


We tested the performance scaling on CPU nodes only, with a selection of nodes ranging 
from 1 to 50 nodes, with intermediate steps of 2, 3, 4, 5, 10, 20, 30 and 40 nodes. As 
shown in table 1, each node is equipped with 20 physical cores, which we made use of. 
We used GROMACS 2021.4 compiled with gcc/g++ utilising the following flags: 

 

GROMACS:      gmx, version 2021.4 

Executable:   /apps/applications/gromacs/2021.4-plumed-2.7.2/bin/gmx 

Data prefix:  /apps/applications/gromacs/2021.4-plumed-2.7.2 

Working dir:   

Command line: 

  gmx -version 

 

GROMACS version:    2021.4 

Precision:          mixed 

Memory model:       64 bit 

MPI library:        none 

OpenMP support:     enabled (GMX_OPENMP_MAX_THREADS = 64) 

GPU support:        disabled 

SIMD instructions:  AVX_256 

FFT library:        fftw-3.3.9-sse2-avx 

RDTSCP usage:       enabled 

TNG support:        enabled 

Hwloc support:      disabled 

Tracing support:    disabled 

C compiler:         /apps/compilers/gnu/8.3.0/bin/gcc GNU 8.3.0 

C compiler flags:   -mavx -Wno-missing-field-initializers -fexcess-precision=fast -
funroll-all-loops -O3 -DNDEBUG 

C++ compiler:       /apps/compilers/gnu/8.3.0/bin/g++ GNU 8.3.0 

C++ compiler flags: -mavx -Wno-missing-field-initializers -fexcess-precision=fast -
funroll-all-loops -fopenmp -O3 -DNDEBUG 

 

  



Table 2 shows the performance scaling across the number of nodes tested. 

Table 2: Performance scaling from 1 to 50 ARIS thin nodes. LInear performance is the product of the 
achieved performance for 1 core multiplied by the number of nodes. Performance ratio is computed as 
achieved performance over linear performance. 

NODES (20 
THREADS/NODE) 

PERFORMANCE 
[NS/DAY] 

LINEAR PERFORMANCE 
[NS/DAY] 

PERFORMANCE 
RATIO 

1 856.639 856.639 1 
2 1501.668 1713.278 0.876488229 
3 2114.714 2569.917 0.82287249 
4 2726.148 3426.556 0.795594177 
5 2932.571 4283.195 0.684669038 

10 5285.413 8566.39 0.616994206 
20 7955.656 17132.78 0.464352895 
30 9747.23 25699.17 0.379281899 
40 10991.78 34265.56 0.32078215 
50 11300.782 42831.95 0.263840007 

 

Figures 1 and 2 show the performance scaling using a linear scale for up to 10 nodes 
(figure 1) and logarithmic scale for up to 50 nodes (figure 2). 

 

Figure 1: Performance scaling up to 10 nodes using a linear Y scale. Achieved performance is shown as a 
blue line, linear performance as an orange line and the performance ratio (achieved / linear performance) 
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as a grey line. Performance is represented as ns/day (primary/left Y axis) and performance ratio is unitless 
and shown on the secondary/right Y axis. 

 

Figure 2: Performance scaling up to 50 nodes using a logarithmic (base10) Y scale. Achieved performance 
is shown as a blue line, linear performance as an orange line and the performance ratio (achieved / linear 
performance) as a grey line. Performance is represented as ns/day (primary/left Y axis) and performance 
ratio is unitless and shown on the secondary/right Y axis. 

From the plots it is easy to see the performance ratio rapidly drops off when utilising more 
than 10 nodes with the sweet spot for performance-efficiency being 4 nodes for which the 
achieved performance is 2730 ns/day vs 860 ns/day for a single node, for a speedup 
factor of 3.2 vs 4 times the utilised resources (performance ratio 80%). 
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